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I’ll be covering 12 short topics today. Most of these come up regularly as support 
questions and some of them have been entries on our blog over the last couple of years. 
I’ll start with how to find a non-specific modification.
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Sometimes, we need to search for modifications that are non-specific or of unknown 
specificity. You might be tempted to create a modification such as FuzzyMod
(ACDEFGHIKLMNPQRSTVWY). If you try to use such a modification in a search, 
Mascot will almost certainly run out of memory or address space and crash because of 
the combinatorial explosion.

Consider the numbers. If modification of any residue is possible then, for a single 20 
residue peptide from the database, there are 2^20 possible modified peptides that need to 
be tested to see if they fit to the precursor mass and, if they do, matched to the MS/MS 
spectrum. This increases the search space by a factor of 1 million. Even if the code can 
handle this in a reasonable amount of memory, you can’t escape from the fact that any 
match needs to be 1 million times better than if you were searching without the 
modification to be statistically significant.

If multiple modifications per peptide are expected, this is a very difficult problem for 
database search, and is probably intractable. A truly non-specific modification is going to 
produce a population of peptides which won’t all be modified in the same way. Many 
arrangements of the modification will be represented, and sets of these will be isobaric. 
Thus, each MS/MS spectrum will contain fragments from a mixture of precursors and so 
will be of poor quality in terms of database matching.
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However, if the modification is relatively rare, and you don’t expect more than one 
instance on most peptides, such as a cross-linker being used to interrogate protein-protein 
interactions, the problem is much simpler:

Add the modification to your local Mascot server for all possible specificities, but don’t 
group them. This creates up to 20 separate new modifications.

Make sure the MS/MS data set includes some unmodified peptides so that you get a hit 
to the protein. If necessary, spike in some unmodified protein.

Perform an automatic error-tolerant search.

If the spectra are good, the highest scoring match for a peptide will have the modification 
at the correct location. If the spectra are not so good, you may get matches with similar 
scores for a range of possible locations. Note that the error-tolerant search will not give 
matches to peptides that carry the new modification with different specificities; a peptide 
with two FuzzyMod (H) would be OK but you wouldn’t match a peptide with FuzzyMod
(H) and FuzzyMod (M).
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For Waters MSe data, use PLGS to convert to MGF and search with Mascot

DIA-Umpire is a new, open source Java program that enables untargeted peptide and 
protein identification and quantitation using DIA data. A detailed description can be 
found in this Nature Methods paper. The DIA-Umpire signal extraction module 
deconvolutes the DIA data to create a conventional DDA-type peak list, suitable for 
database searching. The software is intended to be applicable to DIA from any 
instrument, although the examples in the publication are mostly Swath on an AB Sciex
5600, with one example of data from a Q Exactive Plus.

The choice of mzXML as the input format is slightly unfortunate, as this became 
obsolete in 2008, when HUPO PSI released mzML. The suggested workflow for AB 
Sciex data is to convert Wiff to mzML using the AB Sciex MS Data Converter then 
convert mzML to mzXML using msconvert. 

The output from DIA-Umpire is three MGF files for each input file: Tier 1 (*_Q1.mgf) 
representing pseudo MS/MS spectra that are linked to high quality MS1 precursor 
features (3 or more detected isotope peaks), tier 2 (*_Q2.mgf) representing lower 
abundance precursors (2 detected isotope peaks only), and tier 3 (*_Q3.mgf) representing 
precursors detected in MS2 scans. 
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The file conversion requirements make automation tricky. Mascot Daemon 2.5 supports 
both AB Sciex MS Data Converter and msconvert, but not as multiple steps in a file 
conversion chain. It’s a bit tricky to set up, but you can create four separate real-time 
monitor tasks: 

• The first one to converts Wiff to mzML. You will need to get it to monitor a folder 
somewhere on your system and search for *.wiff files. These are suitable parameters 
for the AB SCIEX MS Data Converter

• Next, create a second real-time monitor task to convert mzML to mzXML using the 
ProteoWizard mzConvert import filter. These are suitable parameters for the import 
filter. You will need to monitor the directory where the first task, for example: 
C:\ProgramData\Matrix Science\Mascot Daemon\MGF\20 Wiff to mzML

• The third task will create MGF files from the mzXML using DIA-Umpire. Once again 
it needs to monitor the folder from the previous task, and these are the relevant 
options for DIA-Umpire

• A final task is required to search each of the MGFs. In this case you need to look for 
the *.mgf files in the second task because DIA-Umpire doesn’t allow the output 
directory for the MGFs to be specified. , so there has to be an additional task to pick 
up the MGFs from the same directory as the mzXML. 

You need to set up some search parameters for the first three tasks that will only search a 
small database. The first task will succeed with the search, but for the second two, you 
should just ignore the errors in the Daemon event log from the searches which are bound 
to fail.
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You can download an updated daemon_di_utils.xml, containing a definition for DIA-
Umpire and with the mzXML output option added to the msconvert definition. Note that 
there is an error in the DIA-Umpire instructions: when using msconvert to transfrom
mzML to mzXML, do not specify peak picking because this causes msconvert to throw an 
exception. 

Download links at: http://www.matrixscience.com/blog/searching-dia-data-especially-
swath.html
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Example data files described in the text and supplemental information can be 
downloaded from SourceForge and more are available from Pride. 

I’ll show the results from just one data set, the example 
LongSwath_UPS1_1ug_rep1.mzXML using the parameters (ups.se_params) suggested in 
the paper. This yielded three MGF files. If you remember from the earlier slide, the tier 1 
mgf represents the pseudo MS/MS spectra that are linked to high quality MS1 precursor 
features, the tier 2 represents lower abundance precursors, and tier 3 represents 
precursors detected in MS2 scans. All three peak lists were searched against human 
proteins in SwissProt.

Counts are at 1% FDR and Unique PepSeq is the count of peptide sequences not found in 
either of the other tiers. For this particular analysis, almost nothing is found in tier 2. An 
area-proportional Venn diagram (eulerAPE) for counts of distinct peptide sequences at 
1% FDR looks like this.

The DIA-Umpire documentation states that "These spectra are written to separate files, 
because they must be searched separately against a protein database as a consequence of 
differences in FDR estimates for these varying quality data." Using Mascot, the same 
search parameters can be used for all three, the score distributions for tier 1 and 3 are 
very similar, and the significance threshold for 1% FDR is essentially the same for tier 1 
and 3, so no particular need for separate searches. If this picture applies generally, you 
might choose to search only the tier 1 peak list or, for best coverage, merge the tier 1 and 
3 peak lists. 
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This is quite a common support question.

If you are taking fractions from the same sample, we can’t think of any reason why you 
wouldn’t want to combine all the data. Peptides from the same protein are likely to be 
found in different fractions. It’s obviously possible to search all the data independently 
and then use Excel to combine the results, but this would be incredibly tedious.

Using our standard software, there are at least two ways to do this. The first uses Mascot 
Daemon. It’s simply a case of using the check box on the task editor tab.

You have to use “Start now” or “Start at” with a list of files. Obviously can’t use “Real 
time monitor” because it would have no way of knowing when it has all the files 
available and so when to submit the search. 

This works by producing a peak list for all of the files and then concatenating all the 
peak lists into one big MGF file. One possible problem with this approach is that if the 
resulting peak list is bigger than 4Gb and if your Mascot Server runs on Windows, then 
you will hit upload limit size for the IIS Web server on Windows. One option is to use 
Apache on Windows or Linux.
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The second option is to use Mascot Distiller. In Distiller, choose a new Multi File project, 
and then select the required files. If you deselect the “Memory efficient” checkbox, then 
all the peak lists will be concatenated together in a similar way to using Mascot Daemon. 
If you leave it checked, and then “Process and Search”, a search will be run for each raw 
data file and you won’t have any of the limitations with files more than 4Gb.
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After all the searches have completed, Distiller will combine the results files and the 
proteins tab will show the result of the combined searches. On the Searches tab, you can 
view the individual search results for each fraction, or you can click on the “Master 
Search” and view the combined search in a browser:
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Creating a cache file for the results collection may take a little while, but this only needs 
to be done once.
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You then end up with a report that is the same as if the MGF files had all been 
concatenated. 

The only limitations are that not all export formats are available, and you have to use the 
Protein Family Summary, although it wouldn’t be advisable to use either of the other 
summary reports for a large data set anyway.
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As instruments get faster, and databases get larger, your Mascot searches will obviously 
take longer and eventually you will need to deal with this. It may well be that you can 
just change some of the search parameters. For example, you may be able to use a 
different database, or restrict searches by taxonomy. Or, your standard protocol may 
include modifications that you rarely see and you could consider dropping these. It’s also 
worth checking that the peptide tolerance you are using is appropriate. The peptide 
tolerance affects the search speed, but reducing the fragment tolerance will have 
negligible effect.

Assuming it’s still not fast enough, you need to calculate, or at least estimate how much 
faster you need the searches to be. Obviously, ‘A lot faster ’ is not very scientific!

It goes without saying that it’s worth trying to plan for the next year or two, although this 
can be very hard to judge.
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The first thing to do is to get some details about your current server hardware. If you are 
anything like me, there’s a good chance you can’t remember how old your system is. I 
thought my laptop was about 2 years old, but looked it up to find that’s it coming up to 5 
years old. If it’s 3 or more years old, it’s almost certainly worth replacing it.

Regardless of age, it’s worth checking what processor(s) you have. In Windows, from the 
Control Panel, System you should be able to find the model and speed. 

In Linux, you can:   cat /proc/cpuinfo

You can see that my laptop has an M620 running at 2.67GHz.

Lookup the value on the cpubenchmark web site to get a Single Thread Rating. For my 
laptop, I found this information:

My colleagues at Matrix Science told me I was daft to run Mascot Server on a laptop, so 
I looked on the Lenovo website for a workstation and found one with the option of either 
1 or 2 E5-2697 processors. I looked this up and it has a Single Thread Rating of nearly
double that of my laptop, so I would expect Mascot to run twice as fast.
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It’s not just about the speed of a single core, it’s the number of cores. The place not to 
look, is Windows Task manager. From here, it looks like I have 4 cores. For Intel 
processors, definitive information can be found on ark.intel.com, and if I look for my 
processor, it says there are just 2 cores, but 4 threads. The system that I’m looking at 
buying has 14 cores and 28 threads per processor.
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We license by the ‘cpu’ and each license is good for 4 cores. If your processors have 
hyperthreading, we don’t count these pseudo cores as they don’t improve performance 
much.

The ~2 in each case is from the single thread benchmark where we saw that the new 
processors had a value of 2080 compared with my system which has a score of just 1026. 

I’m not making full use of my 1 cpu license when I’m running Mascot Server on my 
laptop, because it only has 2 cores. If I run Mascot on this new server, it will use 4 cores, 
so the searches will run a total of about 4 times faster.

If that’s not good enough, I could upgrade my license to a 3 cpu license and run searches 
12 times faster.

The maximum performance improvement I could get using this new server is with a 7 
cpu license, where I would use all 28 cores. 
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If that’s still not fast enough, you’ll probably need to consider setting up a cluster. This 
can be as simple as just adding another couple of PCs connected by a LAN, or you could 
purchase a blade center.

17



This may sound like I’m teaching grandmother to suck eggs, but it’s surprising that some 
people jump straight into using a complex technique without testing with a standard 
sample. We also recommend that you start with a single file – if it’s a simple standard, 
you should be able to use a single fraction. Open the file in the Distiller application and 
choose suitable processing options to produce the peak list. When you first open the file, 
you should be presented with suitable options from the list. If there’s nothing suitable for 
your instrument, we will happily help create a new processing options file.

Next, submit the search from Distiller choosing the appropriate quantitation method. You 
must select a quantitation method, so don’t just chose the relevant modifications. Once 
the search is complete, chose “Quantitate All” from the menu. Since you know what the 
results should be, validate the protein identification and the quantitation results. You may 
need to modify these. If you have trouble at this stage, we may ask you to send the .rov
file and the raw file and we can help.
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Once you have all your parameters nailed down, you can use Mascot Daemon to 
automate the process for many files. I’ve assumed here that you are now running 
multiple fractions. 

You can either choose a real time monitor task, or you can use a “Start now” task and 
select the files.

Using the parameter editor tab, create a parameter set for the search parameters, and then 
make sure you select it here.

Use the Mascot Distiller import filter, and then choose the options:
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For the Distiller import options, choose your options file that you prepared earlier when 
using Distiller.

Make sure that you save the Distiller Project

Select Quantitate All Protein hits.
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If these are fractions from a single sample, you’ll want to combine them. Choose “New 
Multi File Project” from the file menu and then “Add Project”. Select all the relevant 
Mascot Distiller Project files. 

Next, from the Analysis menu, choose to Quantitate all hits, and the results will be 
produced pretty quickly.
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You need the following:

Mascot Server

Mascot Distiller

Mascot Distiller Search Toolbox

Mascot Distiller Quantitation Toolbox

Mascot Distiller Daemon Toolbox

Time to optimise methods for your data.
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A fairly common question we get, is how to search data from metabolically labelled 
samples, for example 15N data. The problem is that all of the residues from the 
organisms grown with heavy isotopes will have a different mass. You could of course re-
define all the residue masses in Mascot Server, but a much better way is to use a 
quantitation method, even if you aren’t going to use Mascot Distiller to quantify the 
results. 

The names of the quantitation methods should be obvious, and for a Metabolic labelled 
sample, you will notice that the name has the [MD] at the end, indicating that the 
quantitation would need to be done in Mascot Distiller. 

It is worth looking at the method in the method editor:
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For 15N, you will see that there are two components and the heavy one is defined with 
the isotope 15N rather than standard N. You will also see that we can define the impurity. 
Here, we have a 99% labelling efficiency.
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Mascot effectively performs the search twice, with two different sets of masses. In the 
search engine, the heavy and light matches are shown using whatever labels you defined 
in the quantitation editor

The search engine doesn’t use the incorporation rates from the quantitation editor – those 
are just used for the Distiller quantitation. Therefore, with a lower incorporation rate, the 
masses will be slightly inaccurate. A 98% rate should just about be OK, but you will need 
to increase the tolerances, possibly to +/- 2 or 3 Da and it’s likely that the peak picking 
won’t work well. It’s normally worth the extra effort to get the highest incorporation rate 
possible

And if you load and process the data through Distiller, that will of course calculate 
quantitation information from the MS1 scans.
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Mascot Distiller with the search toolbox includes a novel Denovo algorithm that can be 
used when you have high quality spectra, but are unable to get a significant match from a 
database search.

It can readily denovo single spectra, or all spectra in the raw data file, but a common 
requirement is to be able to search all spectra with no significant match from Mascot 
Server.
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To de novo sequence a complete peak list collection, or the peak lists in the currently 
displayed TIC range, use the context menu obtained by right-clicking the root (world) 
node of the peak lists tree.

The most efficient way to de novo only those spectra that failed to give decent matches 
in the Mascot search is to switch to the proteins tree, click on Format Options, and 
choose to load the unassigned queries. 
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Use the context menu obtained by right-clicking the root node or unassigned node to de 
novo just the unassigned queries. 
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It is normally best to update the databases you are searching every month or two. This is 
less critical for some species like Human, because there are fewer updates to human 
proteins in the databases. Of course, you can do this manually, but it’s obviously 
preferable to automate the process. In versions of Mascot prior to version 2.4, it took a 
little bit of setting up using the db_update.pl script. For version 2.4 and later, it’s really 
very easy using Database Manager.  I’ll show an example using SwissProt which is one 
of the predefined databases:
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Just click on the Edit schedule button:
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SwissProt is only updated about once per month but you’ll notice that this has been set 
for a quiet time at 3:30am on Sunday. Database Manager keeps a record of the time, date 
and size of the last download, so it only downloads a file if it’s newer than the one on the 
Mascot Server and therefore it’s not an issue to check for a new version every week.
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For any database that’s not predefined, it’s possible to add a path to a file to download 
from the local hard disk or by using a URL. Once this has been defined, you can set up a 
schedule in exactly the same way as for SwissProt.
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We are often asked what is safe to delete or move on the Mascot Server and many 
customers note that their data directory has become huge. 

Much of the space is taken up by the results files. All of the programs on the Mascot 
Server that need to read a results file will un-compress a file if necessary. This means that 
it’s a good idea to compress all the old results files. So, if you want to go back and look 
at an old results file that has been compressed, it will just take a bit longer, but it will still 
be available.

Mascot uses cache files to speed up report loading and navigation and by default these 
files are saved in the ‘cache’ subdirectory under the data directory. If you delete these 
files, then Mascot will re-create them when you look at a report, so it’s totally safe to 
delete all of them. However, if you routinely go back and look at files for several weeks 
after searching them, it makes sense to just delete ones that are older than one month. 

You can obviously do both of these manually, but it makes more sense to automate this 
process.
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There’s a script that will do all of this for you, and we’ll probably include it with Mascot 
2.6 

You can download it from here. Remember that we’ll put these slides on our public web 
site, so no need to make extensive notes.

Next, you need to edit the bottom of your mascot.dat and you’ll need to do this using a 
text editor like notepad. You should find a line like this one in green which you shouldn’t 
alter. Insert a new line below. You can copy and paste the line from this presentation, but 
you will need to change this part in italics to be the same as the line above if you didn’t 
install Mascot or Perl in the standard places, or if you are running on Linux.

The “0 2 * * 0” says when the script should run. The parameters are the same as for the 
Linux cron utility and are described in chapter 6 of the Mascot Installation and Setup 
manual. However, the 

‘0’  means 0 minutes past the hour

‘2’ means 2 o’clock in the morning

‘*’ and ‘*’ means any day of the month and any month of the year

‘0’ means the first day of the week, that is Sunday.

One word of warning is that you should only use this script with Mascot 2.4 and later. 
The cron section of mascot.dat wasn’t implemented in earlier versions.
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You may have noticed that there are a couple of parameters for the script. If you don’t 
want to compress your .dat files, but you do want to clear the cache remove the –
compressdat

There are some other parameters. What do we mean by ‘old’. You can specify this by 
adding –minage=100, so only files older than 100 days will be deleted or compressed. 
The default is 100, so if you are happy with that value, there’s no need to add the 
parameter

When you first run this script, it may take a very long time to run if there are lots of files 
to compress. Assuming that you set this running at 2 am on Sunday morning, you 
probably don’t want it to still be running on Monday when you come into work. So, you 
can specify how long it should run before stopping. The default is 12 hours, which is 
43,200 seconds.

You can also set the location and logging level for this, but there’s probably no reason to 
change the defaults.
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We had this as a tip in one of our talks at the 2013 ASMS user meeting. Back then, there
were 7 slides describing how to do this as it was quite complex. Because of that, we 
added an easy way to do it in Mascot Daemon 2.5, but you may have missed it. On the 
task editor page, there’s a new button for “Auto-export”. Just click this button and you 
can select the export file format that you want and also what you want exported. There 
are different options for PMF and MS/MS options, so make sure that you choose the type 
of search that you are doing first. The different options then depend on the output format 
that you have chosen. 

The files are saved in the MGF folder – normally in  a subdirectory under: 
C:\ProgramData\Matrix Science\Mascot Daemon\MGF
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Creating a list of confidentially identified proteins is very simple.

Select the Decoy checkbox in the search form when submitting the search. Assuming 
there are more than 300 ms-ms spectra, and assuming you haven’t changed any defaults, 
the Protein Family Summary will display by default. If it doesn’t, switch to that report

Next, switch to the Report Builder tab.

Then, expand the decoy search section and set the peptide FDR to 1%
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Expand the filters section and set ‘Num of significant unique sequences’ > 1

Optionally, expand the columns section and choose which columns you require and their 
order

Print the table or export it as CSV
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